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Abstract

The primary focus of computer development from the beginning has been the

need for greater processing power.  By definition the first computers were each

the supercomputers of their day.   These early computers were built through

giant government programs that were required to provide the resources needed

at the time.  This method continues, but has been joined by a new distributed

processing concept of harnessing large amounts of computing power in the form

of networked computers that work together in closely coupled clusters or loosely

coupled grids.  This project will introduce the concept of supercomputing and

then show the current state of the classic large government system and then

demonstrate the Condor High Throughput Computing Grid software that har-

nesses the processing power of smaller computers that can be an army of David's

that defeat Goliath.
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1  Introduction

"...With the advent of everyday use of elaborate calculations, speed

has become paramount to such a high degree that there is no ma-

chine on the market today capable of satisfying the full demand of

modern computational methods. The most advanced machines have

greatly reduced the time required for arriving at solutions to prob-

lems which might have required months or days by older procedures.

This advance, however, is not adequate for many problems encoun-

tered in modern scientific work and the present invention is intended

to reduce to seconds such lengthy computations..."

From the ENIAC patent (No. 3,120,606), filed 26 June 1947 [1]

The fundamental fact of computing in the past and moving into the future is the

desire for more and more processing capability.  There have been a number of

paths that have been taken over the years to achieve this goal.  In this project the

the most wildly used methodes will be discussed with hands on testing of the

newest of the three, grid computing.

1.1 History of Supercomputing

Babbage is regarded by many as having made the first computer in 1837, what we

might refer to as a calculation machine. This first attempt was actually half way

between an abacus and a computer.  In the 19th century, non digital computing

systems were developed and placed into use.  By the end of the century, the punch

card and the vacuum tube appeared and began to change the field.

The early part of the 20th century saw many computing needs met by sophisti-

cated, special purpose analog computers, using direct physical or electrical models

of problems as a basis for performing computations. Tabulation machines were

soon being constructed by a new company called IBM.  With the attention the



4

1 Introduction Supercomputing: The Grid - An Army of David’s

designers and inventors were giving to this field of study, computing became even

more like today’s systems beginning in the 1930s.

In 1937 Claude Shannona invented digital electronics, beginning a new era. The

secret British Colossus computer soon demonstrated a device using valves could

be made reliable and reprogrammed to do different calculations, rather than the

same types of specialist calculations done by every other machine of the time. The

Colossus computer was even put into use for cryptanalysis of high-level German

communications [1].  The American ENIAC (1946), one of the first general pur-

pose machines, was used to calculate ballistic firing tables for the US Army.  This

machine was still using the decimal system and incorporating an inflexible archi-

tecture, required total rewiring to reprogram. [2].

Supercomputers today are used for highly calculation-intensive tasks such as

weather forecasting, molecular modeling (computing the structures and proper-

ties of chemical compounds, biological macromolecules, polymers, and crystals),

physical simulations (such as simulation of airplanes in wind tunnels, simulation

of the detonation of nuclear weapons, and research into nuclear fusion),

cryptanalysis, and the like.

Supercomputers led the world in terms of processing capacity, particularly speed

of calculation, at the time of their introduction. The term Super Computing was

first used by New York World Newspaper in 1920 to refer to the large, custom

built tabulators IBM had made for Columbia University. [3]

Supercomputing started to take off in the 1960s, with systems mainly developed

by Seymour Cray at Control Data Corporation (CDC).  CDC led the market

through the 1970s until Cray left to start his own company, Cray Research. At

that time, Cray began to dominate the supercomputer market with his revolution-

ary designs and held the top spot in supercomputing for 5 years (1985-1990) with

the Cray-2.
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In the 1980s a large number of smaller competitors entered the market in a paral-

lel to the creation of the minicomputer market a decade earlier.  Subsequently,

many then disappeared in the mid-1990s during what was to be referred to as the

"supercomputer market crash". Companies such as Kendall Square Research and

Thinking Machines, pioneering companies in the eighties, went out of business.

Today, supercomputers are typically one of a kind, custom designed and produced

by traditional companies such as IBM, NEC and HP.  These important companies

had purchased many of the 1980s companies to gain experience, although Cray

Inc. still specialized in building supercomputers. Fujitsu also had been developing

new ideas within the field of supercomputing, such as vector parallel processing

technology. Now Blue Gene dominated supercomputer development for the

United States Department of Energy, private industry within companies such as

IBM, and within academia.

In the 1970s, most supercomputers were dedicated to running a vector processor

and again Cray and many of the newer players developed their own such proces-

sors, offered them at a discounted rate and successfully entered the market. The

early and mid-1980s saw machines with a modest number of vector processors

working in parallel and this then became the standard. Typically, numbers of

processors used fell in the range 4-16. This was the beginning of a time when

 

Figure 1: The Cray-2; world's fastest computer 1985-
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design methods were used to increase processing power, running multiple parallel

processors (MPP) in a single system.

In the latter part of the 1980s and 1990s, attention turned from vector processors

to massive parallel processing systems with thousands of "ordinary" CPUs; some

off the shelf units and others custom designed. Today, parallel designs are based

on off-the-shelf (OTS) Reduced Instruction Set Computer (RISC ) Microprocessors,

such as the PowerPC or PA-RISC, and most modern supercomputers are now

highly-tuned MPP systems with custom interconnects, using commodity proces-

sors.

Also in the eighties, parallel processing began to be shared between processors to

help evenly distribute the processor work and speed up calculations. This type of

computing has hundreds, if not thousands of processing elements, tightly coupled

and working together on software applications. This design approach uses

superscalar processing.

Multiple Parallel Processing (MPP) was developed in the eighties by companies

such as Kendall Square Research and Thinking Machines, and has become the

dominant supercomputer architecture of today. Its dominance means, for in-

stance, that weather prediction companies wishing to have the highest processing

speeds  had to reconfigure so that their systems work best on scalar processors.

When a vector processing system works better, companies sometimes reconfigure

their programming to use the capabilities of the vector processing systems. As a

result, in weather prediction companies using victories physics, the system is

likely to not be as successful as those that use scalar.

Supercomputers have traditionally gained their speed over conventional comput-

ers through the use of innovative designs, allowing them to perform many tasks

in parallel, as well as complex detail engineering. They tend to be specialized for

certain types of computation, usually numerical calculations, and perform poorly
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at more general computing tasks. Their memory hierarchy is very carefully de-

signed to ensure the processor is kept fed with data and instructions at all times.

In fact, much of the performance difference between slower computers and

supercomputers is due to the memory hierarchy. Their I/O systems tend to be

designed to support high bandwidth, with latency less of an issue, because

supercomputers are not normally used for transaction processing.

As with all highly parallel systems, Amdahl's law (maximum expected improve-

ment to an overall system when only part of the system is improved) applies, and

supercomputer designs devote great effort to eliminating software serialization,

and using hardware to accelerate the remaining bottlenecks.

1.2 Supercomputer Current Challenges and
Technologies

One major challenge for supercomputers is the vast amount of heat generated

during operation.  This resultant heat must be cooled and that can be a daunting

heating, ventilation and air-conditioning (HVAC) problem.

Also, since information cannot move faster than the speed of light between two

parts of a supercomputer, one that is many meters across must have latencies

between its components measured at least in the tens of nanoseconds. Seymour

Cray's supercomputer designs attempted to keep cable runs as short as possible

for this reason: hence the cylindrical shape of his famous Cray range of comput-

ers.

Because supercomputers consume and produce massive amounts of data in a very

short period of time, a great deal of work is required on the external storage band-

width to ensure rapid information transfer and storage and retrieval accuracy.

According to Ken Batcher, "A supercomputer is a device for turning compute-

bound problems into I/O-bound problems."
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Such challenges have led to the development of adaptive technologies for

supercomputers, including:

• Vector processing

• Liquid cooling

• Non-Uniform Memory Access (NUMA)

• Striped disks (the first instance of what was later called RAID)

• Parallel file systems

• Processing techniques

Vector processing techniques were first developed for supercomputers and con-

tinue to be used in specialist high-performance applications. Vector processing

techniques have trickled down to the mass market in Digital Signal Processing

(DSP) architectures and Single Instruction, Multiple Data (SIMD) processing

instructions for general-purpose computers. Modern video game consoles in par-

ticular use SIMD extensively and this is the basis for some manufacturers' claim

that their game machines are themselves supercomputers. Indeed, some graphics

cards have the computing power of several billion Floating Point Operations Per

Second (FLOPS) even though their uses are very limited.

1.3 Supercomputer Operating Systems

Supercomputer operating systems, today most often variants of UNIX, are every

bit as complex as those for smaller machines, perhaps even more. Their user

interfaces tend to be less developed however, as the Operating System (OS)  devel-

opers have limited  resources to spend on nonessential parts of the OS (i.e., parts

not directly contributing to the optimal utilization of the machine's hardware).

This stems from the fact that because these computers, often priced at millions of

dollars, are sold to a very small market, and their research and development

budgets are often not flexible. Interestingly enough, this has been a continuing

trend throughout the supercomputer industry, with former technology leaders
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Period Supercomputer Peak speed Location
1906 Babbage Analytical Engine, Mill 0.3 OPS RW Munro, Woodford Green, Essex, England
1938 Zuse Z1 0.9 FLOPS
1939 Zuse Z2 0.9 OPS

1941 Zuse Z3 1.4 FLOPS
German Aerodynamics Research Institute (Deutsche 
Versuchsanstalt für Luftfahrt) (DVL), Berlin, Germany

1942 Atanasoff-Berry Computer (ABC) 30 OPS Iowa State University, Ames, Iowa, USA
TRE Heath Robinson 200 OPS

1943 Flowers Colossus 5 kOPS

1946– 
1948

U. of Pennsylvania ENIAC 50 kOPS Aberdeen Proving Ground, Maryland, USA

1954 IBM NORC 67 kOPS U.S. Naval Proving Ground, Dahlgren, Virginia, USA

1956 MIT TX-0 83 kOPS
Massachusetts Inst. of Technology, Lexington, Massachusetts, 
USA

1958 IBM SAGE 400 kOPS
25 U.S. Air Force sites across the continental USA and 1 site in 
Canada (52 computers)

1960 UNIVAC LARC 500 kFLOPS Lawrence Livermore National Laboratory, California, USA
1961 IBM 7030 "Stretch" 1.2 MFLOPS Los Alamos National Laboratory, New Mexico, USA

1964 CDC 6600 3 MFLOPS
1969 CDC 7600 36 MFLOPS
1974 CDC STAR-100 100 MFLOPS
1975 Burroughs ILLIAC IV 150 MFLOPS NASA Ames Research Center, California, USA

1976 Cray-1 250 MFLOPS
Los Alamos National Laboratory, New Mexico, USA (80+ sold 

worldwide)
1981 CDC Cyber 205 400 MFLOPS (numerous sites worldwide)

1983 Cray X-MP/4 941 MFLOPS
Los Alamos Nat. Lab.; Lawrence Livermore Nat. Lab.; Battelle; 
Boeing

1984 M-13 2.4 GFLOPS
Scientific Research Institute of Computer Complexes, Moscow, 

USSR
1985 Cray-2/8 3.9 GFLOPS Lawrence Livermore National Laboratory, California, USA
1989 ETA10-G/8 10.3 GFLOPS Florida State University, Florida, USA
1990 NEC SX-3/44R 23.2 GFLOPS NEC Fuchu Plant, Fuchu, Japan

Thinking Machines CM-5/1024 65.5 GFLOPS Los Alamos National Laboratory; National Security Agency

Fujitsu Numerical Wind Tunnel 124.50 GFLOPS National Aerospace Laboratory, Tokyo, Japan
Intel Paragon XP/S 140 143.40 GFLOPS Sandia National Laboratories, New Mexico, USA

1994 Fujitsu Numerical Wind Tunnel 170.40 GFLOPS National Aerospace Laboratory, Tokyo, Japan
1996 Hitachi SR2201/1024 220.4 GFLOPS University of Tokyo, Japan

1996 Hitachi/Tsukuba CP-PACS/2048 368.2 GFLOPS
Center for Computational Physics, University of Tsukuba, 
Tsukuba, Japan

1997 Intel ASCI Red/9152 1.338 TFLOPS
1999 Intel ASCI Red/9632 2.3796 TFLOPS
2000 IBM ASCI White 7.226 TFLOPS Lawrence Livermore National Laboratory, California, USA

2002 NEC Earth Simulator 35.86 TFLOPS Earth Simulator Center, Yokohama-shi,Japan
2004 70.72 TFLOPS U.S. Department of Energy/IBM, USA

136.8 TFLOPS
U.S. Department of Energy/U.S. National Nuclear Security 
Administration,

280.6 TFLOPS Lawrence Livermore National Laboratory, California, USA

Konrad Zuse's parents' apartment, Methfeßelstraße, Berlin, 
Germany

Bletchley Park, Bletchley, Milton Keynes, England

Lawrence Livermore National Laboratory, California, USA

1993

Sandia National Laboratories, New Mexico, USA

IBM Blue Gene/L
2005

Table 1: Comparison of Systems in Operations Per Second

such as Silicon Graphics taking a back seat to such companies as NVIDIA, who

have been able to produce cheap, feature rich, high-performance, and innovative

products.  The latter is due to the vast number of consumers driving this and

other such company’s research and development.
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Historically, until the early-to-mid 1980s, supercomputers usually sacrificed

instruction set compatibility and code portability for performance, including

processing and memory access speed. For the most part, supercomputers to this

time, unlike high-end mainframes, have had vastly different operating systems.

The Cray-1 alone had at least six different proprietary OSs largely unknown to

the general computing community. Similarly, different and incompatible

vectorizing and parallelizing compilers for Fortran existed. This trend would have

continued with the ETA-10 were it not for the initial instruction set compatibility

between the Cray-1 and the Cray X-MP, and the adoption of UNIX operating

system variants, including computers such as Cray's UniCOS.

For this reason, in the future, the highest performance systems are likely to have

a UNIX flavor but with incompatible system unique features, especially for the

highest end systems at secure facilities.

1.4 Supercomputer Programming

Parallel architectures of supercomputers often dictate the use of special program-

ming techniques to exploit their speed. Special-purpose Fortran compilers can

often generate faster code than the C or C++ compilers, so Fortran remains the

language of choice for scientific programming, and hence for most programs run

on supercomputers. To exploit the parallelism of supercomputers, programming

environments such as Parallel Virtual Machine (PVM) and Message Passing

Interface (MPI) for loosely connected clusters and OpenMP for tightly coordinated

shared memory machines, are being used.

1.5 Distributed Computing

Distributed computing allows networked computers to be used as shared resources

so that a task has the same processing power of a supercomputer. At present,

clusters are not as powerful as the most powerful supercomputer, yet a single
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modern desktop PC is now more powerful than a 15 year old supercomputer.  The

OTS systems that make up current clustered systems are more quickly with every

passing year closing the gap with the single giant supercomputer.

The huge cost of single supercomputers and the proprietary nature of the operat-

ing systems and programming has led to a very focused effort to move in other

directions to meet the processing power requirements of users.  The move is re-

sulting in a growing demand for the clustering of OTS computer systems.  A

computer today is defined as a cluster of loosely networked computers working

together closely and viewed as a single computer. Clusters are usually connected

through fast local area networks, thus having the speed of the network as a large

determining factor in the overall performance of the system. Clusters are usually

deployed to improve speed and/or reliability over that provided by a single com-

puter, while typically being much more cost-effective than single supercomputers

of comparable speed or reliability.

The most widely used and well known of the current clustering systems is

Beowulf.  The Beowulf is a design for high-performance parallel computing clus-

ters on inexpensive personal computer hardware. Originally developed by Donald

Becker at NASA, Beowulf systems are now deployed worldwide, chiefly in support

of scientific computing.

Along with the development of cluster systems, a parallel strategy was also being

researched and implemented.  This competing concept that also moved away from

the single giant supercomputer solution, has become known as Grid computing.

The basic concept behind Grid computing is to harness the unused processing

cycles of any networked computer.  The computer itself can either be on your local

network or any accessible computer on the entire internet.  This concept is the

ultimate idea of an Army of David's that can be harnessed to outperform the giant

Goliaths of the popular concept of supercomputing.
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The Grid computing model provides the ability to perform higher throughput

computing by taking advantage of many networked computers to model a virtual

computer architecture.  This approach is able to distribute process execution

across a parallel infrastructure. Grids use the resources of many separate comput-

ers connected by a network to solve large-scale computation problems. They also

provide the ability to perform computations on large data sets, breaking them

down into many smaller ones, or providing the ability to perform many more

computations at once. This is accomplished by modeling a parallel division of

labor between processes.  A problem must be broken up into pieces and then sent

out to available nodes for processing, with minimal data transfer or communica-

tion needs.  This is necessary because of the weakness of the Grid model’s commu-

nication component.

The nonprofit SETI@home project is one of the most widely-known scientific

methods to create a very simple grid computing project by using CPU scavenging.

Even though this project was not the first to pioneer the technique (other non-

profit projects like distributed.net preceded it) and doesn't use all of the facilities

of current grid capabilities, it has been followed by many others covering tasks

such as protein folding, research into drugs for cancer, mathematical problems

and climate models. Most of these projects work by running as a screensaver or

background program on users' personal computers, processing small pieces of the

overall data while the computer is otherwise idle or lightly used. Many such

projects have achieved results that would otherwise have been much delayed or

required prohibitive investments.

While proprietary grid computing has been used in different companies and labs

for years, one of the first proprietary commercial grid offerings was launched by

Entropia in 1997. A significant difference between proprietary grids and

SETI@home is their capability to allow jobs to be moved to any node on the grid

and executed. For example, SETI@home's screensaver contains both code to

process radio telescope data and code to handle retrieving work and returning
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results. The two bodies of code are intertwined into a single program. In a general

purpose grid, only the code required for retrieving work and returning results

persists on the nodes. Code required to perform the distributed work is sent to the

nodes separately. In this way, the nodes of a general purpose grid can be easily

reprogrammed.


